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Learn Linux Administration and Supercharge Your Career!If you're looking to make the jump
from being a Linux user to being a Linux administrator, this book is for you! If you're in windows
administration and want to learn the ins and outs of Linux administration, start here. This book is
also great for Unix administrators switching to Linux administration.Here is what you will learn by
reading this Linux System Administration book:How the the boot process works on Linux
servers and what you can do to control it.The various types of messages generated by a Linux
system, where they're stored, and how to automatically prevent them from filling up your
disks.Disk management, partitioning, and file system creation.Managing Linux users and
groups.Exactly how permissions work and how to decipher the most cryptic Linux permissions
with ease.Networking concepts that apply to system administration and specifically how to
configure Linux network interfaces.How to use the nano, vi, and emacs editors.How to schedule
and automate jobs using cron.How to switch users and run processes as others.How to
configure sudo.How to find and install software.Managing process and jobs.How to make the
most out of the Linux command line and Linux operating system.Several Linux commands you'll
need to know.Linux shell scripting.What you learn in book applies to any Linux system including
Ubuntu Linux, Debian, Linux Mint, RedHat Linux, CentOS, Fedora, SUSE Linux, Arch Linux, Kali
Linux and more.Real Advice from a Real, Professional Linux AdministratorJason Cannon is the
author of Linux for Beginners, the founder of the Linux Training Academy, and an instructor to
over 40,000 satisfied students. He started his IT career in the late 1990's as a Unix and Linux
System Engineer and he'll be sharing his real-world Linux experience with you throughout this
book.By the end of this book you will fully understand the most important and fundamental
concepts of Linux server administration. More importantly, you will be able to put those concepts
to use in practical real-world situations. You'll be able to configure, maintain, and support a
variety of Linux systems. You can even use the skills you learned to become a Linux System
Engineer or Linux System Administrator.

"Fascinating."-- "New York Times Book Review""Should there ever be a competition to
determine the most interesting man in the world, Michael W. Twitty would have to be considered
a serious contender."-- "Washington Post""Twitty ably joins past and present, puzzling out
culinary mysteries along the way...An exemplary, inviting exploration and an inspiration for cooks
and genealogists alike."-- "Kirkus Reviews (starred review)"Twitty ably joins past and present,
puzzling out culinary mysteries along the way . . . An exemplary, inviting exploration and an
inspiration for cooks and genealogists alike.-- "Kirkus Starred Review" --This text refers to the
audioCD edition.About the AuthorMichael W. Twittyis a noted culinary and cultural historian and
the creator of Afroculinaria, the first blog devoted to African American historic foodways and their



legacies. He has been honored by First We Feast as one of the twenty greatest food bloggers of
all time.--This text refers to the audioCD edition.From the Back CoverWinner of the 2018 James
Beard Foundation's Book Of The Year Award!Culinary historian Michael W. Twitty brings a fresh
perspective to our most divisive cultural issue, race, in this illuminating memoir of Southern
cuisine and food culture that traces his ancestry—both black and white—through food, from
Africa to America and from slavery to freedom.Southern food is integral to the American culinary
tradition, yet the question of who “owns” it is one of the most provocative touchpoints in our
ongoing struggles over race. In this unique memoir, Twitty takes readers to the white-hot center
of this fight, tracing the roots of his own family and the charged politics surrounding the origins of
soul food, barbecue, and all Southern cuisine. Twitty travels from the tobacco and rice farms of
colonial times to plantation kitchens and backbreaking cotton fields to tell of the struggles his
family faced and how food enabled his ancestors’ survival across three centuries. He sifts
through stories, recipes, genetic tests, and historical documents, and visits Civil War battlefields
in Virginia, synagogues in Alabama, and black-owned organic farms in Georgia.As he takes us
through his ancestral culinary history, Twitty suggests that healing may come from embracing
the discomfort of the South’s past. Along the way, he reveals a truth that is more than skin deep—
the power of food to bring the kin of the enslaved and their former slaveholders to the table,
where they can discover the real America together.--This text refers to the hardcover
edition.From the Inside FlapWinner of the 2018 James Beard Foundation's Book Of The Year
Award!Culinary historian Michael W. Twitty brings a fresh perspective to our most divisive
cultural issue, race, in this illuminating memoir of Southern cuisine and food culture that traces
his ancestry--both black and white--through food, from Africa to America and from slavery to
freedom.Southern food is integral to the American culinary tradition, yet the question of who
"owns" it is one of the most provocative touchpoints in our ongoing struggles over race. In this
unique memoir, Twitty takes readers to the white-hot center of this fight, tracing the roots of his
own family and the charged politics surrounding the origins of soul food, barbecue, and all
Southern cuisine.Twitty travels from the tobacco and rice farms of colonial times to plantation
kitchens and backbreaking cotton fields to tell of the struggles his family faced and how food
enabled his ancestors' survival across three centuries. He sifts through stories, recipes, genetic
tests, and historical documents, and visits Civil War battlefields in Virginia, synagogues in
Alabama, and black-owned organic farms in Georgia.As he takes us through his ancestral
culinary history, Twitty suggests that healing may come from embracing the discomfort of the
South's past. Along the way, he reveals a truth that is more than skin deep--the power of food to
bring the kin of the enslaved and their former slaveholders to the table, where they can discover
the real America together.--Dr. Henry Louis Gates, host of PBS' Many Rivers to Cross and
Finding Your Roots --This text refers to an alternate kindle_edition edition.Read more
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Linux AdministrationJASON CANNONCopyright © 2016 Jason CannonAll rights
reserved.ContentsIntroductionBootingSystem LoggingDisk ManagementManaging Users and
GroupsNetworkingLinux NetworkingNetwork TroubleshootingProcess ManagementFile and
Directory PermissionsManaging SoftwareViewing and Editing filesShell
ScriptingConclusionAbout the AuthorOther Books by the AuthorAdditional ResourcesAppendix:
TrademarksOther Books by the AuthorCommand Line Kung Fu: Bash Scripting Tricks, Linux
Shell Programming Tips, and Bash One-linersHigh Availability for the LAMP Stack: Eliminate
Single Points of Failure and Increase Uptime for Your Linux, Apache, MySQL, and PHP Based
Web ApplicationsLinux for Beginners: An Introduction to the Linux Operating System and
Command LinePython Programming for Beginners: An Introduction to the Python Computer
Language and Computer ProgrammingIntroductionAfter releasing my first book, Linux for
Beginners, readers kept telling me, "I love Linux! It opened up a whole new world for me and I
want to learn even more." Some even wanted to turn their newfound passion into a career as a
Linux professional. "What's next?" they would ask.I would point them to one of my courses or
suggest they take a Linux system administration class. "That's great, but what book should I
read next? What book would be a great companion to a Linux administration course?" I didn't
have a good answer for them.Most of the books on Linux system administration, as great as they
are, are simply outdated. They all seem to come from a time when Linux more closely
resembled Unix. Even recently released books didn't cover the fundamental shift in how system
services are started and managed on modern Linux systems. With every year that passes,
every new version of the Linux kernel that is released, and every new Linux distribution update,
Linux looks less and less like a traditional Unix system. Now, more than ever before, Linux has
to be treated as its own entity.Now when someone asks me, "What book should I read next?", I
have an answer for them. It's this book. This book is the next step after you understand how to
use a Linux system. It teaches you how to manage a Linux system like a Linux system.If you're
ready to take that next step, let's get started.JasonBootingAs a system administrator you need to
understand the Linux boot process. In this chapter, you will learn about the BIOS, the boot
loader, the Linux kernel and runlevels.The BIOSBIOS stands for Basic Input/Output System. It’s
a special type of firmware used in the booting process and it’s the first piece of software that is
run when a computer is powered on. The BIOS is operating system independent. Its primary
purpose is to test the underlying hardware components and to load a boot loader or operating
system. The BIOS performs a POST, which stands for Power-On Self Test. The POST performs
some basic checks of various hardware components such as the CPU, memory, and storage
devices. Only if the POST succeeds will the BIOS attempt to load the boot loader.The BIOS
contains a list of boot devices such as hard disks, a DVD drive, USB devices, and others
depending on the hardware being used. The BIOS searches that list for a bootable device in the
order specified. You can change this order by interrupting the boot sequence and entering into
the configuration for the BIOS. The key combination used to do this will vary from one hardware
manufacturer to another.Once a bootable device has been found, the BIOS will run the boot



loader. Typically the GRUB boot loader will be used, but you may run into older Linux systems
that use the LILO boot loader. LILO stands for LInux LOader, while GRUB stands for GRand
Unified Bootloader. In any case, the primary purpose of the boot loader is to start the operating
system. You will typically see a message or series of messages from the boot loader which will
allow you to interrupt the boot process and interact with the boot loader. If there are multiple
operating systems installed, you can tell the boot loader which operating system to run. You can
also instruct the boot loader to pass different boot options to the operating system.The Initial
RAM DiskThe initial RAM disk, abbreviated as “initrd,” is a temporary file system that’s loaded
into memory when the system boots. This file system can contain helpers that perform hardware
detection and load the necessary modules, sometimes called drivers, to get the actual file
system mounted. For example, if the root file filesystem is stored on an LVM (Logical Volume
Manager) volume, the initrd image will contain the kernel modules required to mount that logical
volume as the root file system. Once the initrd mounts the actual root file system its job is done
and the operating system continues loading from the real root file system.Kernel and Initial RAM
Disk LocationThe Linux kernel, the initial RAM disk, and other files needed to boot the operating
system are stored in /boot. Here is a listing of the /boot directory for an Ubuntu system.$ ls -1F /
bootabi-3.13.0-46-genericconfig-3.13.0-46-genericgrub/initrd.img-3.13.0-46-
genericSystem.map-3.13.0-46-genericvmlinuz-3.13.0-46-genericThe Linux kernel is typically
named vmlinux or vmlinuz. If the kernel is compressed its name is in the vmlinuz format. In this
example, the kernel is vmlinuz-3.13.0-46-generic. The initial RAM disk in this example is
initrd.img-3.13.0-46-generic.The Kernel Ring BufferThe kernel ring buffer contains messages
related to the Linux kernel. A ring buffer is a data structure that is always the same size. Once
the buffer is completely full, old messages are discarded when new messages arrive. To see the
contents of the kernel ring buffer, use the dmesg command.$ dmesg[ 0.000000] Initializing
cgroup subsys cpuset[ 0.000000] Initializing cgroup subsys cpu[ 0.000000] Initializing cgroup
subsys cpuacct[ 0.000000] Linux version 3.13.0-46-generic (buildd@orlo) (gcc version 4.8.2
(Ubuntu 4.8.2-19ubuntu1) ) #79-Ubuntu SMP Tue Mar 10 20:06:50 UTC 2015 (Ubuntu
3.13.0-46.79-generic 3.13.11-ckt15)[ 0.000000] Command line: BOOT_IMAGE=/boot/
vmlinuz-3.13.0-46-generic root=UUID=736134da-c6b8-4a97-911c-650146a68b3c ro
console=tty1 console=ttyS0[ 0.000000] KERNEL supported cpus:[ 0.000000] Intel
GenuineIntel[ 0.000000] AMD AuthenticAMD[ 0.000000] Centaur CentaurHauls[
0.000000] e820: BIOS-provided physical RAM map:...On most Linux distributions these
messages are also stored on disk in the /var/log/dmesg file. Between the dmesg command and
the /var/log/dmesg log file, you will be able to see the messages the kernel is generating, even
during the earliest stages of the boot process when those messages can quickly fly by your
screen.Runlevels and TargetsLinux uses runlevels to determine what processes and services to
start. Each distribution can be configured differently, but, in general, runlevel 0 is used to power
off a system, runlevel 1 is single-user mode, runlevels 2-5 are for normal system operations, and
runlevel 6 is used to reboot a system.Runlevel Description0  Shuts down the system1, S, s 



Single user mode. Used for maintenance.2  Multi-user mode with graphical interface.(Debian/
Ubuntu)3  Multi-user text mode (RedHat/CentOS)4  Undefined5  Multi-user mode with
graphical interface. (RedHat/CentOS)6  RebootHistorically, runlevels were controlled by the
init program. The init configuration was stored in /etc/inittab. To change the default runlevel
using init, you would edit the /etc/inittab file and set the runlevel number on the initdefault line.
Here is an example of setting runlevel 3 to be the default runlevel.id:3:initdefault:However, init
alternatives such as systemd and upstart are quickly taking the place of init with systemd
currently being the most widely adopted replacement.Instead of runlevels, systemd has the
concepts of targets. These targets are roughly equivalent to runlevels. To see a list of available
targets, look in /lib/systemd/system. You’ll notice the runlevel targets are actually symlinks to the
real targets being used. For example, runlevel5.target is a symlink to graphical.target.# cd /lib/
systemd/system# ls -l runlevel*targetlrwxrwxrwx. 1 root root 15 Jul 17 2014 runlevel0.target ->
poweroff.targetlrwxrwxrwx. 1 root root 13 Jul 17 2014 runlevel1.target ->
rescue.targetlrwxrwxrwx. 1 root root 17 Jul 17 2014 runlevel2.target -> multi-
user.targetlrwxrwxrwx. 1 root root 17 Jul 17 2014 runlevel3.target -> multi-
user.targetlrwxrwxrwx. 1 root root 17 Jul 17 2014 runlevel4.target -> multi-
user.targetlrwxrwxrwx. 1 root root 16 Jul 17 2014 runlevel5.target -> graphical.targetlrwxrwxrwx.
1 root root 13 Jul 17 2014 runlevel6.target -> reboot.targetTo change the default runlevel, or
target, with systemd, use the systemctl command followed by set-default and finally the desired
target. Optionally, you can manually create a symlink to the desired target from the /etc/systemd/
system/default.target file. This example sets the default target to be graphical, which is
equivalent to runlevel 5.# set-default multi-user.targetrm '/etc/systemd/system/default.target'ln -s
'/usr/lib/systemd/system/multi-user.target' '/etc/systemd/system/default.target'#Changing
Runlevels or TargetsWith the init system, you can change runlevels using the telinit command.
Simply supply the runlevel you want to change to as an argument to the telinit command.# telinit
5To change the target, the runlevel equivalent for systemd, use the systemctl command followed
by isolate and finally the desired target. Here is how to change to the graphical target.systemctl
isolate graphical.targetRebooting a SystemEven though there is a runlevel/target if you’re using
systemd, for rebooting you can also use the reboot or shutdown commands.Here’s how to
reboot with init.# telinit 6To reboot using systemd use the systemctl command.# systemctl
isolate reboot.targetTo reboot using the reboot command simply execute reboot.# rebootThe
format of the shutdown command is as follows.shutdown [options] time [message]The option to
tell shutdown to perform a reboot is -r. You can specify the time to shutdown using the “HH:MM”
format. You can also use +N where N represents the number of minutes to wait before
performing the action. Finally, you can use the now keyword to start immediately. Optionally,
you may specify a message that will be broadcast to all users logged into the system.#
shutdown -r nowPowering Off a SystemTo power off a system, use runlevel 0, the poweroff
target, or the poweroff command.Here is how to issue a power-off with init.# telinit 0Here is how
to power off a system with systemctl.# systemctl isolate poweroff.targetFinally, you can use the



poweroff command.# poweroffSummaryIn this chapter, you learned about the Linux boot
process. You learned that the job of the BIOS is to perform basic hardware checks and to start
the boot loader from a bootable device. You also learned about the two most commonly used
bootloaders, LILO and Grub. The primary job of any boot loader is to start the operating
system.You also learned that the files required to boot a Linux system are stored in the /boot
directory. The initial ram disk, or initrd, is a tempory file system that is loaded into memory. Its
main job is to mount the file system where the operating system is stored. The Linux kernel is
typically named vmlinux, or, if it is compressed, vmlinuz.You learned how to view the messages
in the kernel ring buffer by using the dmesg command or by examining the /var/log/dmesg
file.You also learned about run levels and how systemd has an equivalent concept known as
targets. You learned how to change the runlevel with the telinit command for the traditional init
system, and the systemctl command for systems the use system. Finally, you learned about the
shutdown, reboot, and poweroff commands.QuizThe BIOS begins the computer's boot process
and passes control to the boot loader.TrueFalseWhich of the following are Linux boot loaders?
LILOGRUBBoth LILO and GRUBBIOSWhich of the following is a temporary file system which is
loaded into memory when the system boots.kernelvmlinuxvmlinuzinitrdThe /linux directory
contains the files required to boot Linux.TrueFalseWhich command displays the contents of the
kernel ring buffer?ringbufringbrmesgdmesgQuiz AnswersACDBDSystem LoggingLinux uses the
syslog standard for message logging. This allows programs and applications to generate
messages that can be captured, processed, and stored by the system logger. It eliminates the
need for each and every application having to implement a logging mechanism. It also means
that logging can be configured and controlled in a central location.The syslog standard uses
facilities and severities to categorize messages. Each message is labeled with a facility code
and a severity level. The various combinations of facilities and severities can be used to
determine how a message is handled.Facilities are used to indicate what type of program or
what part of the system the message originated from. For example, messages that are labeled
with the kern facility originate from the Linux kernel. Messages that are labeled with the mail
facility come from applications involved in handling mail.Each facility has a number and a
keyword associated with it. This table lists the syslog facilities.Number Keyword Description0
kern kernel messages1 user user-level messages2 mail mail system3 daemon
system daemons4 auth security/authorization messages5 syslog messages generated
by syslogd6 lpr line printer subsystem7 news network news subsystem8 uucp
UUCP subsystem9 clock daemon10 authpriv security/authorization messages11 ftp
FTP daemon12 - NTP subsystem13 - log audit14 - log alert15 cron clock
daemon16 local0 local use 0 (local0)17 local1 local use 1 (local1)18 local2 local use 2
(local2)19 local3 local use 3 (local3)20 local4 local use 4 (local4)21 local5 local use 5
(local5)22 local6 local use 6 (local6)23 local7 local use 7 (local7)This table lists each of
the severities, including their code, keyword, and description.Code Severity Keyword
Description0 Emergency emerg (panic) System is unusable1 Alert alert Action must



be taken immediately2 Critical crit Critical conditions3 Error err
(error) Error conditions4 Warning warning (warn) Warning conditions5 Notice notice
Normal but significant condition6 Info info Informational
messages7 Debug debug Debug-level messagesA syslog server accepts syslog
messages and process those messages based on a set of configurable rules. Traditionally, the
syslogd daemon filled this role, but many Linux distributions today ship with alternatives such as
rsyslog and syslog-ng. For the remainder of this chapter, we are going to focus on rsyslog;
however, the concepts apply to any syslog server.Logging RulesThe main configuration file for
rsyslog is /etc/rsyslog.conf. You can include additional configuration files by using the
$IncludeConfig directive. For example, this line will cause rsyslog to read and include all the
configuration files that end in .conf in the /etc/rsyslog.d directory.$IncludeConfig /etc/rsyslog.d/
*.confLogging rules consist of two fields. The first field is called the selector field and it lists the
facilities and severities of messages to include in the rule. The second field is called the action
field and it determines what will happen to the messages matched by the selector field. The
most common action is to write the messages to a log file. The selector field and action field can
be separated by one or more spaces or tabs.The format of the selector field is
FACILITY.SEVERITY. Note that wildcards are supported. For example, use the mail.* selector to
match all the mail messages. You can also omit the .SEVERITY if you want to include all
messages from the facility. In short, mail.* and mail are equivalent. If you do not want to match
any messages from a facility use FACILITY.none. If you want to match multiple facility/severity
pairs, separate each pair with a semicolon.This example rule matches messages that have the
facility of mail and any severity. It writes all the matching messages to /var/log/mail.log.mail.*  /
var/log/mail.logIf the path starts with a minus sign that tells rsyslog that it doesn’t have to perform
a sync() operation for each log message. This is sometimes called caching mode. When using
caching mode, know that some message might be lost if a system crashes immediately after a
write attempt. However, you may see performance improvements during normal operations if
you have a system that performs many logging operations. The default configurations that ship
with a Linux distribution will probably have a mix of caching (-/path) and non-caching (/path)
rules with less critical messages using caching. Here’s an example.mail.*  -/var/log/mail.logIn
this example, there are separate actions for different severities of mail messages. Notice that
the less critical mail messages are using caching mode.mail.info   -/var/log/
mail.infomail.warn   -/var/log/mail.warnmail.err   /var/log/mail.errThis example is taken from an
Ubuntu system. The first line ensures all messages from the auth and authpriv facilities are
written to /var/log/auth.log. The second line writes all messages except ones originating from
the auth and authpriv facilities to /var/log/syslog.auth,authpriv.*  /var/log/
auth.log*.*;auth.none,authpriv.none  -/var/log/syslogThis example is taken from a RedHat
Enterprise Linux system. The rule tells rsyslog to write all messages except mail, authpriv, and
cron to /var/log/messages.*.info;mail.none;authpriv.none;cron.none /var/log/messagesHopefully
you can see why it’s important to understand how to determine where messages are being sent



instead of simply memorizing that system messages are stored in /var/log/messages. Different
distributions ship with different configurations and different companies, organizations, and
system administrators may alter the default rules to suit their particular needs.Creating Your Own
Syslog MessagesYou can use the logger command to generate syslog messages. This can
prove useful if you want to test any configuration changes you’ve made to the system logger or if
you want to generate log message from your own shell scripts. Use the -p option to provide a
FACILITY.SEVERITY level. If you don’t specify a facility/severity pair, it will default to
user.notice. You can also use the -t option to tag your message.logger [options] messageIn this
example, we generate a message with the mail facility at a severity level of info. You can see that
the message made its way to the proper log file.$ logger -p mail.info -t mailtest "Testing 123."$
sudo tail -1 /var/log/mail.logApr 4 14:33:16 linuxsvr mailtest: Testing 123.Rotating Log FilesYou
can use the logrotate tool to rotate, compress, remove, and even mail log files. This provides an
automated way to manage log files and can help prevent filling up your storage space with log
messages.The configuration file for logrotate is located at /etc/logrotate.conf. Like many other
configuration files it may use an include directive. This line tells logrotate to read configuration
files located in the /etc/logrotate.d directory.include /etc/logrotate.dHere is a sample
logrotate.conf file.# see "man logrotate" for details# rotate log files weeklyweekly# keep 4 weeks
worth of backlogsrotate 4# create new (empty) log files after rotating# old onescreate#
uncomment if you want your log files compressed#compress# packages drop log rotation
information# into this directoryinclude /etc/logrotate.dThe configuration in the main file contains
some defaults. For example, the weekly keyword ensures that log files will be rotated every
week. The rotate 4 line tells logrotate to keep 4 weeks worth of logs. Logs older than this will be
removed. The create line makes sure that a new empty log file is created after it is rotated.This
is a sample logrotate configuration file from an Ubuntu system. It is located at /etc/logrotate.d/
rsyslog. It handles the log rotation for all the files associated with rsyslog./var/log/syslog{
rotate 7 daily missingok notifempty delaycompress compress postrotate
reload rsyslog >/dev/null 2>&1 || true endscript}/var/log/mail.info/var/log/mail.warn/var/
log/mail.err/var/log/mail.log/var/log/daemon.log/var/log/kern.log/var/log/auth.log/var/log/user.log/
var/log/lpr.log/var/log/cron.log/var/log/debug/var/log/messages{ rotate 4 weekly
missingok notifempty compress delaycompress sharedscripts postrotate
reload rsyslog >/dev/null 2>&1 || true endscript}Notice that the format is a single log file, or
list of log files, followed by the configuration that controls those log files. The configuration is
enclosed in brackets. Here are the configuration options used.rotate count Rotate the files by
count times before removing them.daily  Rotate log files every day.weekly  Rotate log files
weekly.missingok Ignore missing log files. (Do not issue an error.)notifempty Do not rotate the
log file if it is empty.compress  Compress rotated log files.postrotate The lines between
postrotate and endscript are executed using /bin/sh. These commands are executed after the
rotation.Testing Your Logrotate ConfigurationIf you make changes to your logrotate configuration
and want to test it, use the following command.# logrotate -fv /etc/logrotate.confThe -f option



tells logrotate to force a rotation while the -v option enables verbose logging.SummaryIn this
chapter, you learned about the syslog standard and how it assigns a facility and severity to each
message. You also learned that syslog servers employ the use of logging rules to determine
what action to perform on a given message. Typically, the action is to simply store the message
in a log file. You also learned how to test the syslog server configuration by generating
messages with the logger utility. Finally, you learned how to use logrotate to automatically prune
system logs.QuizThe syslog standard: Aids in the processing of messages.Allows logging to be
centrally controlled.Uses facilities and severities to categorize messages.All of the above.Which
command can you use to generate log messages?loggerloglogitThere is no such
command.Quiz AnswersDADisk ManagementWhen a disk or storage device is “partitioned” it is
divided into parts. Each one of these parts is called a partition. Partitioning a disk allows you to
allocate different sections of the disk for different purposes.As a system administrator, you can
decide what partitioning scheme to use. For example, you could use four partitions, allocating
one partition for the operating system data, another partition for the application data, yet another
one for the user data, and finally a partition dedicated to swap space. Another example scheme
would simply be to use two partitions and separate the user’s home directories from the rest of
the system.Having separate partitions is one way to prevent one part of the system from
adversely affecting another part of the system. Having a dedicated partition for user home
directories, for example, prevents a user from filling up the entire disk and interfering with the
normal operation of the operating system. Even though a user, or group of users, may fill up the
storage allocated for home directories and prevent another user from using more space, the
operating system and any applications that are running will still be able to function normally. If
this system hosts a website, the operating system will continue to run as well as the web server
and a service outage will have been avoided.The MBR Partitioning SchemeThe MBR, or master
boot record, is a boot sector at the beginning of a storage device. The partition table that
resides in the MBR contains information on how the logical partitions are organized on the disk.
Because the partition table in the MBR can only address storage space up to 2 TB, it is being
replaced by the GUID Partition Table (GPT).The MBR partitioning scheme allows for up to four
primary partitions. If you want to create more than four partitions, you’ll need to use an extended
partition. An extended partition is a special kind of primary partition that is used as a container
for other partitions. This allows you to create an unlimited number of logical partitions.The GUID
Partition Table (GPT)The GUID (global unique identifier) Partition Table, or GPT for short, is
replacing the older MBR partitioning system. It is part of the Unified Extensible Firmware
Interface (UEFI) standard. The UEFI is replacing the traditional BIOS; however, GPT has been
used on some BIOS systems primarily due to the disk size limitations of MBR partition
tables.There are no primary and extended partitions with GPT. Using the default configuration,
GPT supports up to 128 partitions. Also, GPT supports storage devices up to 9.4 ZB. The
primary downside of GPT is is that it is not supported on older operating systems. Also, you’ll
need to use newer partitioning utilities that support GPT.Mount PointsA mount point is simply a



directory that is used to access the data on a partition. At minimum, there will be one partition
mounted on the / mount point. Any additional partitions will be mounted on mount points below /
in the directory tree. For example, if you allocated a partition for user home directories, that
partition would be mounted at /home. The files and directories that are at or below the /home
mount point will reside on that partition. For example, the files in my home directory, /home/
jason, will be on the partition mounted at /home.If you were to disconnect, or unmount, that
partition and mount it to another directory (mount point), all the data would be available at that
new mount point. If /home were unmounted and the partition was then mounted at /export/
home, the files in my home directory would become available at /export/home/jason.It’s
important to point out that you can mount partitions over existing data. For example, if files are
created in /home before /home is mounted, those files will not be accessible. Let’s say you only
have the / partition mounted and you create a home directory for Sarah at /home/sarah. The
directory /home/sarah resides on the partition that is mounted on /. If you were to then mount
another partition on /home, you would no longer be able to access the /home/sarah directory.
The data for /home/sarah still exists, but it is on the partition associated with /. Once you
unmounted /home you would then see that /home/sarah still exists.You can mount partitions
anywhere in the Linux directory tree. You can even have mount points that reside on other
mounted partitions. Let’s say you have a partition mounted on /home. You could then mount yet
another partition on /home/jason. It’s important that /home be mounted before /home/jason.
You’ll learn how to associate partitions with mount points as well as control the order that
partitions are mounted later in this chapter.Creating PartitionsWhen performing interactive Linux
installations you will most likely end up using a partitioning tool provided by the Linux
distribution. However, if you want to manipulate disks after the initial installation you will most
likely need to use a standard Linux tool. The fdisk utility has been traditionally used to create
and modify partitions on a disk, but there are other viable alternatives including gdisk and
parted. Earlier version of fdisk lacked support for GPT, but, as of this writing, fdisk supports
GPT. To manage the partitions on a disk with fdisk, simply provide the path to the device you
wish to manage as an argument to the command.
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Martin, “Good beginners guide. I’m a Windows administrator with over 18 years experience, and
have only lightly touched on Linux, by following listed instructions.This book was easy to follow,
and it enlightened me to what some of those commands I’ve used actually mean and what to
use around that to cement my knowledge and give me confidence on a Linux box.You won’t
learn how to set up DNS or DHCP or best practices for managing multiple server environments,
so I think this is a good introduction to Linux in a command line interface, and should be a great
reference to moving forward in actual Linux Administration.”

Oklahoma Hypnotist, “Baby Boomer learning Linux. This baby boomer worked with and serviced
Windows in medical computers for many years and have now retired. It is time for me to get
serious about Linux on my personal computers and network, and to work toward dumping
Microsoft. I really do want to use the GUI applications as much as possible, but I know I have to
become proficient with the command line to properly use Linux. This book and others by Jason
are teaching me the techniques I have to learn to get where I want to be.”

Aziz, “Easy to understand. A nice boot and easy to understand. The book layout is very
professional and for beginners and admins a very handy tool.”

Konstantin Adamov, “Useful book for any level of Linux users. Useful book for any level of Linux
users! I bought an exam from this author and it was very helpful . Having book on my hands very
good idea!”

John R. Lapp Jr., “Great book. Great book, fast shipping, will definitely buy from seller again”

TechCompetent, “A good book to add to your literary toolkit. The book is very well written from
the perspective of an administrator. Passages are clear and concise as well as easy to read for
the less experienced.”

Ebook Tops Kunde, “Very pleasant and Educating book about Linux. A concise yet complete
book about Linux Administration. I use this book along with other sources as a preparation for
the Linux Foundation Certified System Administrator Certification. I find it very complete and
covers most of the domains required by the certification. Furthermore the author seems to
provide very consistent examples that will help administrators deal with everyday problems.”

Technolust, “Amazing Instructor/Writer.... Jason Cannon is an amazing instructor/writer, if you
have any questions you can reach out to him and he will respond. Please check out his classes
on Udemy you will be happy you purchased them!!”



Nikiforos V Fokas, “Cobbler's. Half-way house between the purist's Unix and Uncle Tom
Cobbler's Windows 10, Linux nowadays retains the efficiency and configurability that open
source software can offer, with a bit of M$ fancypants GUI lookey-likey via Xwindows. This is
2017 and linux still hasn't captured Uncle Tom's imagination; these primers may help, little by
little.”

Reader, “Five Stars. Five stars”

Vijay Ravi Adyanthaya, “As simple to understand admin guide. I really liked the flow of the
content, the language is very simple to understand and follow. the Quiz at the end of the chapter
is what I liked the most.”

Petrovai Alex, “begineers linux. good for learning linux”

The book by Jason Cannon has a rating of  5 out of 4.6. 655 people have provided feedback.
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